CEE6110 Probabilistic and Statistical Methods in Engineering

Homework 8.  Regression
Solution
1. KR. 6.1

X  =[0 0.6 1.1 1.7 1.9 2.4 2.8 3.3 3.7];% X is the time  in days

X=X'; %X should be column vector for the beta equation below to work

Y = [ 0.39 0.37 0.31 0.28 0.27 0.25 0.2 0.17 0.16];%Y is DO in ppm

Y=Y';%Y should be column vector for the beta equation below to work

plot(X,Y,'.');

xlabel('Time, days');

ylabel('DO, ppm')  
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n=length(X); 

X1=[ones(n,1),X]; 

[beta,bint,r,rint,stats] =regress(Y,X1);

beta
bint

stats

line(0:0.2:4,beta(1)+beta(2) .* (0:0.2:4));  

beta =

    0.3942

   -0.0656

bint =

    0.3776    0.4108

   -0.0729   -0.0583

stats =

    0.9847  449.9936    0.0000    0.0001
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The constants of the regression DO= β1 + β2* days line are, β1 = 0.3942 and β2= -0.0656.  From the regress() function of the Matlab, we obtained R2=0.985, F=450, P=0 and σ2 = 0.0001.  where, R2 is the coefficient of determination, F the ratio of the means of regression and residual sum of squares (eqn 6.2.16), P is the P-value for a hypothesis test of F and σ2 the mean square of the residuals.  The R2 value of 0.985 suggests a good straight line fit to the data.   The P value for the test of significance of regression is zero, suggesting a strong linear relationship.  We will examine the residuals to test if there is any pattern.
Examination of residuals

resids = Y-beta(1)-beta(2)*X;

eta=Y-X1*beta;

sig=sum(resids.^2)./(n-2)

sig2=(eta' * eta)./(n-2)

figure()

subplot(3,1,1)

plot(X,resids,'.')

xlabel('Time, days')

ylabel('residuals')

subplot(3,1,2)

plot(Y,resids,'.')

xlabel('DO, ppm')

ylabel('residuals')

subplot(3,1,3)

probplot(resids)

xlabel('residuals')

ylabel('Probability')  
sig =

  1.1685e-004

sig2 =

  1.1685e-004
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Residual plots do not show any trend suggesting that errors are independent of each other which satisfies the assumption of the linear fit.
2. KR 6.2

X=[1 2 3 4 5 6 7 8 9 10];
Y=[100 107 115 124 135 146 158 171 185 200];

X=X';
Y=Y';

corrcoef(X,Y)  

ans =

    1.0000    0.9940

    0.9940    1.0000  

The correlation coeffient = 0.994
n=length(X);

X1=[ones(n,1), X];

[beta,bint,r,rint,stats] =regress(Y,X1);

beta

bint

stats
plot(X,Y,'.');

xlabel ('Year');

ylabel('Population in 1000s');

line(0:0.2:16,beta(1)+beta(2) .* (0:0.2:16));  

beta =

   82.8000

   11.1455

bint =

   76.5817   89.0183

   10.1433   12.1476

stats =

    0.9880  657.7054    0.0000   15.5818
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Confidence limits on the prediction of the future mean
xo=15;

Sxx=sum((X-mean(X)).^2);

A=sqrt(stats(4))*sqrt((1/n)+((xo –mean(X)).^2 ./Sxx));

a=0.05;

t=tinv((1-a/2), n-2)

LL=beta(1)+beta(2)*xo –t*A

UL=beta(1)+beta(2)*xo +t*A
po = beta(1)+beta(2)*xo 
xCIplot= 0:0.2:16; 

A=sqrt(stats(4))*sqrt((1/n)+((xCIplot –mean(X)).^2 ./Sxx));

LLplot=beta(1)+beta(2)*xCIplot –t*A;

ULplot=beta(1)+beta(2)*xCIplot +t*A;

line(xCIplot,LLplot);

line(xCIplot,ULplot);

%legend('Linear fit');  

t =

    2.3060

LL =

  240.0355

UL =

  259.9281

po =

  249.9818
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The predicted value of the mean population from the linear fit for the year 15 and is 250±10 (240<E[P15]<260).  R2 =0.988 and P =0 suggest a strong linear relationship.  We still need to test the residuls before we can say that the linear relationship is valid. 

Examination of residuals

resids = Y-beta(1)-beta(2)*X;

eta=Y-X1*beta;

figure()

subplot(3,1,1)

plot(X,resids,'.')

xlabel('Time, Years')

ylabel('residuals')

subplot(3,1,2)

plot(Y,resids,'.')

xlabel('Population in 1000s')

ylabel('residuals')

subplot(3,1,3)

probplot(resids)

xlabel('residuals')

ylabel('Probability')  
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The rersidual's plots exhibits a pattern that suggests a need for a transformation.  In the following anaylsis, the population data is log transformed to check if the transformed data produce a better relationship.
logp=log(Y);

[beta,bint,r,rint,stats] =regress(logp,X1);

hold on;

plot(X,exp(logp),'r+');

xlabel ('Year');

ylabel('Population in 1000s');

line(0:0.2:16,exp(beta(1)+beta(2) .* (0:0.2:16)),'color','red');

beta

stats

xo=15;

Sxx=sum((X-mean(X)).^2);

A=sqrt(stats(4))*sqrt((1/n)+((xo –mean(X)).^2 ./Sxx));

a=0.05;

t=tinv((1-a/2), n-2)

LL=exp(beta(1)+beta(2)*xo –t*A)
UL=exp(beta(1)+beta(2)*xo +t*A)
po = exp(beta(1)+beta(2)*xo)
xCIplot= 0:0.2:16; 

A=sqrt(stats(4))*sqrt((1/n)+((xCIplot –mean(X)).^2 ./Sxx));

LLplot=beta(1)+beta(2)*xCIplot –t*A;

ULplot=beta(1)+beta(2)*xCIplot +t*A;

line(xCIplot,exp(LLplot),'color','red');

line(xCIplot,exp(ULplot),'color','red');

beta =

    4.5168

    0.0779

stats =

  1.0e+004 *

    0.0001    1.8010    0.0000    0.0000

t =

    2.3060

LL =

  290.7989

UL =

  298.6329

po =

  294.6899
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The log transform gave a perfect R2 value of 1 suggesting a better fit than the linear fit.  If we assume that the population trend does not change, then log fit would give a better result for the prediction in year 15. From the log-fit, we predicted the mean population in the year 15 to be 295±4 which is considerably different from what we predicted from the linear realtionship.  Also, note that the uncertainty is smaller in the log-fit.  We will examine the residuals from the logfit to make sure that the assumptions about them are satisfied.
Examination of residuals

resids = logp-beta(1)-beta(2)*X; %KR p348
eta=logp-X1*beta;

figure()

subplot(3,1,1)

plot(X,resids,'.')

xlabel('Time, Years')

ylabel('residuals')
subplot(3,1,2)

plot(logp,resids,'.')

xlabel('log(Population in 1000s)')

ylabel('residuals')
subplot(3,1,3)

probplot(resids)

xlabel('residuals')

ylabel('Probability')  
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3. KR 6.3
Y=[64.0, 66.0, 64.0, 62.0, 65.0, 64.0, 64.0, 65.0, 65.0, 67.0, 67.0, 74.0, 69.0, 68.0, 68.0, 69.0, 63.0, 68.0, 66.0, 66.0, 65.0, 64.0, 63.0, 66.0, 55.0,69.0, 65.0, 61.0, 62.0, 62.0];%Chloride

Y=Y';

X=[ 1.31,1.39,1.59,1.68,1.89,1.98,1.97,1.99,1.98, 2.15, 2.12, 1.90, 1.92, 2.00, 1.90, 1.74, 1.81, 1.86, 1.86, 1.65, 1.58, 1.74, 1.89, 1.94, 2.07, 1.58, 1.93, 1.72, 1.73,1.82 ];%Phosphate
X=X';

plot(X,Y,'.');

xlabel ('Phosphate,mg/L ');

ylabel('Chloride, mg/L');

corrcoef(X,Y)  %correlation coefficient 
n=length(X);

X1=[ones(n,1), X];

[beta,bint,r,rint,stats] =regress(Y,X1);

beta

bint

stats

line(1:0.01:2.5,beta(1)+beta(2) .* (1:0.01:2.5));  

ans =

    1.0000    0.0271

    0.0271    1.0000

beta =

   64.3733

    0.4535

bint =

   52.4915   76.2550

   -6.0269    6.9339

stats =

    0.0007    0.0205    0.8870   11.5201
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The equation would be C=64+0.45P, but the R2 value of 0.0007 and P value of 0.89 does not support any significant linear relationship in this data.
4 KR 6.4

n=12;

Sumx=28.77;

Sumy=28.23;

Sumxx=73.14;

Sumyy=71.20;

Sumxy=71.53;

Sxx=Sumxx –Sumx^2/n;        %KR Eqn 6.1.6a

Syy= Sumyy –Sumy^2/n;       %KR Eqn 6.1.6b

Sxy=Sumxy-Sumx*Sumy/n;      %KR Eqn 6.1.6c

beta2=Sxy/Sxx                %KR Eqn 6.1.7

beta1=(Sumy-beta2*Sumx)/(n)      %KR Eqn 6.1.5  
beta2 =

    0.9243

beta1 =

    0.1366  

1. The least square esitmates of the paramters are β1 =0.136 and β2= 0.9243.  

sigma =sqrt((Syy-Sxy^2/Sxx)/(n-2))   %KR p349  
sigma =

    0.3510  

2. The standard error of residuals is 0.351
r= Sxy/sqrt(Sxx*Syy)  
r =

    0.8618  

3. The coefficient of correlation, r = 0.8618

Based on normality of the statistic on page 356 we have
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Manipulating this keeping the ( term in the middle
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Denoting the left and right limits as A and B
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This can be manipulated to
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a=0.05;       %  Significance level
Z=norminv(a/2,0,1)

A= 2*(Z)/sqrt(n-3)-log((1+r)/(1-r));

B=2*(-Z)/sqrt(n-3)-log((1+r)/(1-r));
UL = (1-exp(A))/(1+exp(A)) %Upper limit for the correaltion coefficient
LL = (1-exp(B))/(1+exp(B)) %Lower limit for the correaltion coefficient  

Z =

   -1.9600

UL =

    0.9606

LL =

    0.5698  
4. The 95% confidence limits on the coefficient of correlation is 0.5698 <  ρ <0.9606 
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