Multiple Linear Regression Example

This document is a matlab notebook, so if you open it with a computer that has matlab you should see a 'notebook' menu above that lets you execute the matlab commands in this notebook.  See the matlab help on notebook to learn how to do this.
Read GSL annual data and organize for regression
gsl=xlsread('gsldata.xls');

yr=gsl(:,1);

pbear=gsl(:,3);

qbear=gsl(:,7);

tbear=gsl(:,18);

pweber=gsl(:,4);

qweber=gsl(:,8);

tweber=gsl(:,19);

%  Basin area in square meters for Bear, Weber and Jordan

barea=18205.02643*1e6;

warea=5389.765258*1e6;

jarea=8904.379123*1e6;

qbear=qbear/barea;

qweber=qweber/warea;

ind=isfinite(qbear.*pbear);

Y=qbear(ind);

n=length(Y);
X=[ones(n,1),pbear(ind),tbear(ind),qweber(ind)];  
Regression 
beta=(X'*X)\X'*Y  

[b,bint,r,rint,stats]=regress(Y,X);

b,bint
stats  
Regression on subset

beta=(X(:,[1,2,3])'*X(:,[1,2,3]))\X(:,[1,2,3])'*Y ; 

[b,bint,r,rint,stats]=regress(Y,X(:,[1,2,3]));

b,bint
stats  
Stepwise Regression
stepwise(X(:,[2:4]),Y)  
XX=X(:,[1,4]);
b1=regress(Y,XX)

plot(XX(:,2),Y,'.')

line((0:0.05:0.25),b1(1)+b1(2)*(0:0.05:0.25))  
b1 =

    0.0233

    0.7350
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XX=X(:,[1,2]);
b2=regress(Y,XX)

plot(XX(:,2),Y,'.')

line((0.35:0.1:0.95),b2(1)+b2(2)*(0.35:0.1:0.95))  
b2 =

   -0.0402

    0.2282
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Leverage
Sort the data by the explanatory variable – not necessary for leverage but useful for interpretation
[xs, order]=sort(X(:,4));
XX=X(order,[1,4]);  % The column of ones and Weber flow
ys=Y(order);  %  Keep the y's associated with the rearranged xs  
H=XX*((XX'*XX)\XX');
H1=XX*inv(XX'*XX)*XX';
H-H1;  
plot(xs,H(1,:))
line(xs,H(15,:),'color','red')

line(xs,H(44,:),'color','black')  
Rows of H plotted here give the weight used for calculating 
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For arbitrary x 

xa=0.2;

X0=[1, xa];

H0=X0*((XX'*XX)\XX');

plot(xs,H0)  
Verifying that Hat matrix weighting is equivalent to the regression
H0*ys
b1(1)+b1(2)*xa  
Weight of points on estimation of themselves

plot(xs, diag(H),'o')  
stats=regstats(ys,xs,'linear','all')  
plot(xs,stats.leverage,'.')  
plot(xs,stats.cookd,'.')  
plot(ys,stats.cookd,'.')  
plot(ys,stats.yhat,'.')  
Streamflow as a function of Watershed Attributes

Reading in and organizing the data

watershed=xlsread('watershed.xls','global model');

[ind,char]=xlsread('watershed.xls','variables');
abname=char(1:34,2);  % abbreviated variable name

catname=char(1:34,5);   % variable category

The explanatory variables are in columns 1 to 34 of watershed as follows:

	1
AWCH_AVE

2
BDH_AVE

3
CARB

4
DDEN

5
ELEV_MAX

6
ELEV_MIN

7
ELEV_STD

8
ELEV_WS

9
FST32AVE

10
KFCT_AVE

11
LST32AVE

12
MAXP_WS
	13
MAXWD_WS

14
MEANP_WS

15
MINP_WS

16
MINWD_WS

17
OMH_AVE

18
PRMH_AVE

19
RDH_AVE

20
RH_WS

21
RRMEAN

22
RRMEDIAN

23
SD_TMAX_WS

24
SD_TMIN_WS
	25
SHAPE1

26
SHAPE2

27
SQ_KM

28
TMAX_WS

29
TMEAN_WS

30
TMIN_WS

31
WTDH_AVE

32
XWD_WS

33
USGS_Area_mi2

34
USGS_Area_km2


The response variable of interest, 7QMIN is in column 38.  

Calculate relief and relief ratio and organize the variable names
relief=watershed(:,5)-watershed(:,6);

relrat=relief./sqrt(watershed(:,34)*1000000);  % USGS area in m^2
X=[watershed(:,[1:26,28:32,34]),relief,relrat];  % Leave out the area in hectares because we already have it in km2
varname=abname([1:26,28:32,34]);

varname{length(varname)+1}='Relief';  % add on Relief name

varname{length(varname)+1}='ReliefRatio';  % add on Relief ratio

Y=watershed(:,38); % 7QMIN 
Work with logs of some of the data (based on past experience and prior work)

Y=log(watershed(:,38));

Xorig=X;

X(:,32)=log(Xorig(:,32));

varname(32)  
Initial exploratory analysis of the data.  The following script implements rudimentary exploratory data analysis 

explore.m
nr=5;

nc=3;

nf=ceil(length(varname)/(nr*nc));

for i1=1:nf

    tt=figure();

    set(tt,'Position',[420,530,840,630])

    for i2=1:nc

        if((i2-1)*nr+(i1-1)*nr*nc<length(varname))

            subplot(nc,1,i2)

            ind=(1:nr)+(i2-1)*nr+(i1-1)*nr*nc;

            ind=ind(ind<=length(varname));

            [H,AX,BigAx,P]=plotmatrix(X(:,ind),Y);

            for i=1:length(ind)

                xlabel(AX(i),varname{ind(i)})

                %  print correlation coefficient as title

                cmat=corrcoef(X(:,ind(i)),Y);

                th=get(AX(i),'Title');  % title handle

                tp=get(th,'Position');

                tp(2)=tp(2)*0.7;  % Shift down

                set(th,'Position',tp);

                set(th,'String',num2str(cmat(2,1)));

                fs=get(th,'FontSize');

                set(th,'FontSize',abs(cmat(2,1))*fs*2.5);

            end

            ylabel('QMean')

        end

    end

end

Stepwise regression

clear beta betaci ans coeftab history stats in out  % Clear variables for repeat runs

stepwise(X,Y)    
The stepwise variables were exported and from the history we find the variables and the order that they entered this regression is:

dd=size(history.in);
h2=history.in(:,2:dd(2));
for i=1:(dd(1)-1)

varselect(i)=find(h2(i+1,:)-h2(i,:)>0);

end 
varselect

varname(varselect) 
These are generally consistent with the scatter plots and correlations.  The sequence of mean square errors is

history.rmse  
The regression parameters are:

for i=1:length(varselect)
beta(varselect(i))

end    
Verifying using regress

[b,bint,r,rint,stats]=regress(Y,[ones(length(Y),1),X(:,varselect)]);

for i=1:(length(varselect)+1)

b(i)

end  
Examine residuals

yp=[ones(length(Y),1),X(:,varselect)]*b;
plot(Y,yp,'.')

line([0,9],[0,9])

xlabel('Observed')

ylabel('Modeled')   
Check independence and heterscedacity of residuals

subplot(2,1,1)

plot(yp,r,'.')

xlabel('Predicted')

ylabel('Residual')

subplot(2,1,2)

probplot(r)

xlabel('Residual')

ylabel('Probability')  
Residuals versus variable plots

vset=1:4

for iv=1:4

subplot(2,2,iv)

plot(X(:,varselect(vset(iv))),r,'.')

xlabel(varname(varselect(vset(iv))))

ylabel('Residual') 

end  
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